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Abstract

This dissertation explores how the design of information and incentives can mitigate ineffi-
ciencies in financial markets. It consists of three essays at the intersection of Financial and
Information Economics. The first chapter studies the optimal transparency of credit scoring
algorithms, showing that opacity can improve data sharing and credit access by reducing
borrowers’ strategic behavior. The second chapter analyzes the design of bank stress tests
when market discipline complements supervision, demonstrating that coarse and lenient
tests optimally leverage private information embedded in market prices. The third chapter
examines risk governance under preemptive competition among financial firms, proposing
incentive schemes that align firms’ trading and compliance activities with efficient risk man-
agement. Methodologically, the first two chapters employ tools from information design
and Bayesian persuasion, while the third draws on mechanism design and contract theory.
Together, these essays highlight the central role of information structures and incentive
mechanisms in shaping financial market outcomes and provide policy-relevant insights for
the regulation of credit markets, banking supervision, and financial risk management.
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CHAPTER 1

Introduction

Financial markets are often plagued by inefficiencies driven by information asymmetries
and distorted incentives. Unequal access to information often results in suboptimal out-
comes, either because uninformed participants misjudge economic conditions or because
better-informed agents alter their behavior to preserve or exploit their informational ad-
vantage. Similarly, when individual incentives diverge from social welfare and actions
cannot be effectively monitored, market participants may prioritize private gains at the
expense of collective efficiency. These frictions can disrupt price discovery, misallocate
capital, encourage excessive risk-taking, and ultimately lead to welfare losses, market fail-
ures, and systemic instability. In such contexts, the structure of information flows and
incentive schemes plays a central role in shaping individual behavior and, by extension,
overall market performance. Understanding how regulators and institutions can correct
these distortions without creating new ones remains one of the central challenges in finan-
cial economics.

This dissertation investigates how the strategic design of disclosure policies and in-
centive schemes can address key frictions in financial markets and better align individual
behavior with socially optimal outcomes. The research employs both modern and classi-
cal tools from information economics to tackle three topical questions in finance: Should
credit scoring algorithms be ezplainable? How transparent should stress tests be? How
should traders be compensated? Recent developments in information design and Bayesian
persuasion provide a natural framework for the first two questions, while classical mecha-
nism design and contract theory inform the third. As Bergemann and Morris (2016, 2019)
highlight, mechanism design selects the rules of the game based on a given information
structure to achieve desired outcomes, while information design optimizes the information
structure while keeping the rules fixed. This unified approach to economic design is es-
pecially relevant to finance, where regulators have the ability to shape both information
flows and incentive structures, influencing the behavior of strategic agents and enhancing
market efficiency.



The thesis comprises three independent papers, each addressing one of the questions
outlined above. Chapter 2, titled Black-Box Credit Scoring and Data Sharing, in-
vestigates the optimal level of transparency in algorithmic credit markets. Advances in
digital technology have the potential to mitigate adverse selection by enabling lenders to
process vast amounts of personal data using complex machine learning models. However,
the opaque, black-box nature of these algorithms has sparked significant public concerns
about privacy and fairness, prompting regulatory scrutiny. This paper explores whether
lenders should disclose their predictive algorithms or keep them opaque, taking into account
borrowers’ strategic data-sharing behavior. It finds that opacity can induce borrowers to
withhold information as a safeguard against unpredictable algorithmic decisions, thereby
depriving the technology of its vital fuel and weakening its ability to address asymmetric
information problems. Conversely, transparency incentivizes borrowers to game the sys-
tem by selectively hiding negative information, potentially impairing the screening process
and the resulting credit allocation. The paper characterizes conditions under which either
regime is optimal for lenders and socially efficient, identifying a wedge between the two.
Contrary to conventional wisdom, algorithmic opacity can improve welfare by mitigating
negative externalities on creditworthy yet privacy-conscious borrowers, typically operating
through the lender’s equilibrium inference. Methodologically, the analysis models the al-
gorithmic disclosure problem as a Bayesian persuasion game, where the lender commits to
either revealing or concealing the algorithm’s parameters, and the borrower strategically
decides whether to share data. Conceptually, the paper’s main contribution is to show how
information design, through algorithmic opacity, can mitigate adverse selection in credit
markets.

Chapter 3, titled Market Information in Banking Supervision: the Role of
Stress Test Design, is coauthored with Haina Ding and Alexander Guembel, and re-
cently received a revise-and-resubmit decision from the The Review of Financial Studies.
The paper examines bank stress tests and market discipline — the monitoring of financial
institutions by financial markets. Since the 2008 financial crisis, stress tests have become a
central supervisory tool for evaluating banks’ resilience under adverse financial scenarios.
At the same time, the Basel Committee on Banking Supervision acknowledges that finan-
cial markets can generate information that regulators do not have. This chapter explores
how a supervisor should design and disclose stress-test results when banks’ security prices
provide additional market feedback, jointly influencing the bank creditors’ rollover deci-
sions. The analysis adopts an information design framework in which the regulator selects
what to reveal about banks’ stress resilience from a broad class of possible disclosure mech-
anisms. The key finding is that the optimal stress test is deliberately coarse and lenient,
often taking the form of a simple pass/fail test. Introducing ambiguity generates profit op-
portunities for private investors to acquire information and identify institutions that may
have been misclassified by the test. Thus, as residual market uncertainty increases, both
trading profits and the accuracy of market signals improve, thereby justifying the optimal-
ity of a coarse test. We also show that stock markets are better at reducing Type II errors
(failing to identify weak banks) but less effective at Type I errors (flagging healthy banks).
Failing banks are less likely to receive funding and remain small, limiting trading incen-
tives. In contrast, passing banks attract funding and grow larger, increasing the value of



market scrutiny. This endogenously creates a motive for supervisory leniency, deliberately
allowing some weak banks to pass in order to spur market scrutiny. The chapter makes two
main contributions. First, it offers a tractable stress test design framework emphasizing
the complementarity between public supervision and private market monitoring, treating
both banks’ values and market prices as endogenous to the information revealed by both
sources. Second, it enriches the literature on stress testing by showing — paradoxically —
that regulatory opacity can enhance market outcomes and capital allocation by optimally
harnessing market discipline.

Chapter 4, Agents under Pressure: Risk Governance in a Rat Race coauthored
with Matthieu Bouvard and Samuel Lee, examines incentive structures for risk governance
in financial intermediaries. While efficient risk-taking is vital for effective prudential reg-
ulation, poorly designed compensation schemes within firms can undermine sound risk
management. In addition, in today’s fast-paced financial markets, preemptive competition
tends to reward speed over caution, further eroding incentives for deliberate, prudent risk
assessment. This chapter frames compensation design for financial traders as a systemic
issue, where competitive pressure influences firm-level risk governance, and vice versa. It
develops a principal-agent model in which traders, employed by competing firms, exert
costly effort along two dimensions: searching for trading opportunities and assessing their
risk. Importantly, the latter task involves delays, introducing an endogenous cost of (in-
centivizing) risk management, stemming from non-execution risk due to preemption by
competitors. In the partial equilibrium analysis, we show that incentivizing both tasks
creates countervailing demands on the contract shape: rewarding search requires linking
pay to trading profits to encourage execution, whereas incentivizing compliance calls for
decoupling pay from profits to dampen the urge to execute discovered opportunities. The
optimal contract must balance these conflicting forces via pay-for-performance bonuses
paired with claw-backs contingent on detected cheating. Crucially, preemption risk in-
creases the firm’s agency cost of incentivizing risk management, leading firms to weaken
risk governance as competition intensifies. In general equilibrium, this dynamic creates a
contractual externality: as some firms relax controls, the resulting increase in time pres-
sure raises the cost of risk governance for others, triggering a race to the bottom that can
trap the industry in a low-control regime, even when robust risk assessment is collectively
optimal. The chapter thus uncovers a novel self-reinforcing channel through which agency
frictions and competition jointly erode risk management, offering insights for the regulation
of traders’ compensations and their calibration on firms’ trading environment.
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Black Box Credit Scoring and Data Sharing

Alessio Ozanne

Abstract

Should credit scoring algorithms be transparent or opaque? I study this question
in a model in which a lender uses data shared by borrowers for allocating and pricing
credit, and is privately informed about how the algorithm maps data to allocations.
I show that revealing the algorithm’s parameters exposes it to gaming in the form of
strategic withholding of unfavorable information. Under opacity, data withholding
emerges as a prudent strategy against the unpredictability of the black box and
the risk of credit rationing. The lender’s optimal transparency regime maximizes
data collection and is socially inefficient as it results in excessive credit rationing.
Algorithmic opacity can be welfare-improving as it reduces the stigma around data
withholding, thereby expanding credit access for privacy-concerned borrowers. I
analyze the distributional impacts of recent algorithmic transparency regulations
and offer policy recommendations.

Keywords: FinTechs, Data, Disclosure, Algorithms, Opacity.
JEL Classification: D82, G14, G21, G38.

2.1 Introduction

Motivation Recent advances in digital technology transformed how firms store, trans-
mit, and analyze information. Notably, a growing number of financial institutions have
embraced automated machine learning (ML) algorithms for the task of credit scoring and
underwriting,! leveraging vast datasets that encompass both traditional financial metrics
and alternative data sources.” ML algorithms, particularly when fed with alternative data,
often reveal surprising relations between credit risk and seemingly unrelated variables,
making it challenging to understand which specific factors influence algorithmic decisions,

!A prominent example is FinTech’s “3-1-0 model”: three minutes to apply, one second to approve,
and zero human intervention. Traditional banks — such as J.P. Morgan and Bank of America — and
credit scoring systems — such as the FICO and Vantage Score — also started to employ automated
algorithms. Automated credit underwriting is mainly applied to (unsecured) consumer and small business
loans, instead of mortgages.

2 Alternative sources of data include, but are not limited to, social media data, digital footprints,
web searches, mobile phone usage patterns, e-commerce transactions, payment information, gig economy
income, utility bill payments, childcare payments, and data from IoT devices. To put it in the industry’s
words, “all data is credit data” (Douglas Mirrell, CEO of ZestCash to the New York Times). Alternative
data have demonstrated superior performance compared to conventional FICO scores (see Iyer et al. (2016),
Bazarbash (2019), and Berg et al. (2020)).



and how. This phenomenon is known as the “black box” problem of artificial intelligence

(AI).?

Algorithmic opacity has raised significant public concern, fostering uncertainty and
mistrust in the lending process even with accusations of discriminatory practices,* and
prompted individuals to conceal their online and offline behaviors, thereby restricting the
information available to lenders.” On the other hand, making the algorithms’ inner work-
ing transparent could undermine their predictive ability, enabling borrowers to game the
system through strategic information sharing.® Both regimes impact borrowers’ willing-
ness to share data — a crucial asset in a market plagued by asymmetric information —
and may have a first-order impact on the allocative efficiency of credit markets. Should
credit risk algorithms be transparent or opaque when we account for strategic information
sharing” Regulators around the globe have decided to unpack the black box mandating
transparency,’ citing principles of truth, fairness, and equity, but possibly overlooking the
importance of market efficiency.

Overview This paper explores the lender-optimal and the socially efficient level of trans-
parency for credit risk algorithms in light of the information that borrowers are willing to
share with a financial institution. The model features a lender and a continuum of borrow-
ers in need of cash to finance a project. Borrowers are, on average, creditworthy but differ
in credit risk, with some having negative NPV projects. Additionally, borrowers possess
data that can predict their probability of default. According to recent data regulations

such as Open Banking initiatives, the General Data Protection Regulation (GDPR),
and the Payment Services Directives (PSD, PSD2) this data remains private unless
borrowers voluntarily share it with the lender. Furthermore, some borrowers are assumed
to prioritize privacy and consistently withhold information, regardless of what it might
reveal about them.

The black box nature of the screening process arises from how the lender infers credit
risk from data. The data-generating process (DGP) is unknown, while the lender can
estimate its parameters from a previously collected training dataset, leveraging proprietary
statistical technology. The allocation algorithm is calibrated on these privately known
estimates, so the lender has exclusive knowledge of the mapping from disclosed data to

3See Pasquale (2015) for an investigation into our “Black Box Society”.

1See Bartlett et al. (2022) for empirical evidence on discriminatory lending practices by FinTech lenders,
and for a recent controversy see Neil Vigdor, “Apple Card Investigated After Gender Discrimination
Complaints”, The New York Times, November 11, 2019. See Glikson and Woolley (2020) for a study on
human trust in Al

5Sebastian Siemiatkowski, CEO of Klarna AB, once said: “Facebook is only as valuable as the infor-
mation a consumer is willing to share and whether that consumer is willing to connect the financial service
to their Facebook data”. (See Evelyn M. Rusli, “Bad Credit? Start Tweeting”, Wall Street Journal, April
1, 2013.))

In a 2014 letter to the Consumer Financial Protection Bureau (CFPB), Freddie Mac raised concerns
that disclosing their automated decision-making algorithm could make it vulnerable to being reverse-
engineered (letter available here). See also Suzanne Woolley, “How More Americans Are Getting a Perfect
Credit Score”, Bloomberg, August 14, 2017.

"See the AI Act, Digital Services Act, Digital Markets Act of the European Commission; the Fair
Credit Reporting Act and Equal Credit Opportunity Act of the Federal Trade Commission.



allocations. The DGP is assumed to be characterized by a single parameter, representing
the correlation between credit risk and an explanatory variable. Hence, evidence can be
represented on a normalized interval of the real line, and while borrowers may not discern
good from bad news, they can identify extreme evidence based on its distance to the mean.®
Within this framework, the paper investigates borrowers’ voluntary data-sharing decisions
under two scenarios: when the algorithm’s parameter is kept secret (opacity) and publicly
known (transparency). Additionally, it explores the welfare and redistributive implications
of algorithmic opacity and transparency, including the regime that maximizes the lender’s
profits, borrowers’ surplus, and overall social welfare.

Preview of the Results The algorithm allocates credit in an intuitive way: high-risk
borrowers are denied credit, while interest rates rise with credit risk. These rates reflect
the competitive market rate, with an additional markup that grows with the lender’s
bargaining power. Still, the algorithm also converts evidence in credit risk estimates, and
thus, the map from data to allocations depends on the correlation between data and credit
risk. If a borrower’s characteristics positively correlate with credit quality, higher values of
that variable lead to lower interest rates, while values below a certain threshold are denied
credit. A symmetric reasoning applies when correlation is negative: higher values of the
explanatory variable are progressively stronger signals of credit risk, and may lead to credit
rationing. The algorithm is influenced by the strength of the correlation, not just its sign.
As the correlation decreases in absolute value, the algorithm rations credit to a narrower
range of data realizations, and the interest rate schedule flattens.

When the algorithm is transparent, borrowers understand the correlation between data
and credit risk, allowing them to withhold bad news while selectively sharing good news.
This behavior, enabled by transparency, will be referred to as gaming. Gaming occurs
when privacy-concerned borrowers are sufficiently numerous. In this case, high-risk bor-
rowers can mimic their behavior and withhold data to obtain more favorable contractual
terms. This phenomenon happens because the stigma associated with data withholding is
slight, as withholding is most likely non-strategic and, therefore, not a strong indicator of
poor credit quality. As a result, credit-unworthy borrowers obtain credit by withholding
information, while marginally creditworthy borrowers can secure lower interest rates. Con-
versely, borrowers share positive evidence, because understanding the lender’s statistical
technology, they anticipate being classified as low risks. The number of privacy-concerned
borrowers reflects the extent of strategic borrowers’” gaming ability: as this number in-
creases, more borrowers can secure better contractual terms by withholding information.
Gaming does not occur if borrowers are primarily strategic and data sufficiently informa-
tive. In this case, data withholding becomes a strong indicator of credit risk and leads
to credit denial. As a result, only (strategic) observationally creditworthy borrowers are
funded and interest rates reflect their observable credit risk.

8Examples of alternative data that exhibit these characteristics include the number of social media
connections, number of posts and their frequency, engagement rates, total hours spent online per day,
browsing diversity, average call duration, text message volume, evening vs daytime call ratio, number
of apps used regularly, percentage of purchases made at unusual times, frequency of brand loyalty in
purchases, travel frequency (see, e.g. the FICO or the EagleAlpha websites).



When the algorithm is opaque, borrowers do not know the correlation between data and
credit risk, and data-withholding emerges as a prudent strategy against the algorithm’s
unpredictability. Although borrowers are risk-neutral, I term this strategic behavior as
hedging, because it reflects their attempt to minimize exposure to uncertainty. Hedging is
complete — meaning that all evidence is withheld — when the lender’s bargaining power is
sufficiently strong. In this scenario, the lender offers loans to all borrowers at a uniform rate,
as the overall pool of borrowers is, on average, creditworthy. If data were shared, borrowers
would expose themselves to the risk of credit rationing — with extreme borrowers being
the most exposed — and conditionally on providing credit, the lender would capture most
of their surplus through high personalized interest rates. Conversely, when borrowers have
greater bargaining power, extreme evidence is disclosed in equilibrium, with the extent of
disclosure increasing in the borrower’s bargaining power. Although extreme borrowers are
most at risk of credit rationing, they also stand to gain the most from favorable interest
rates if they manage to secure credit — a benefit that grows with their bargaining power.
Consequently, extreme borrowers take the risk of sharing information. Borrowers with
less conclusive evidence lack this upside potential and thus stick with the hedge of no
disclosure. Overall, the borrowers’ relative bargaining power modulates their risk-taking
behavior when sharing data with the black box, shifting their decisions from withholding
all information to disclosing the most conclusive evidence.

Interestingly, privacy-concerned borrowers receive markedly different treatment depend-
ing on whether the algorithm is transparent or opaque. Under transparency, they expe-
rience negative externalities due to the disclosure decisions of strategic borrowers. When
strategic borrowers are numerous, privacy-concerned borrowers are excluded from credit
due to the stigma surrounding data withholding, despite being, on average, creditworthy.
This situation does not occur when the algorithm is opaque, as no stigma is associated
with data withholding. Since borrowers lack insight into what signals good or bad news,
the lender cannot make adverse inferences based on a borrower’s choice to withhold in-
formation. As a result, privacy-concerned borrowers, along with strategic non-disclosing
borrowers, can secure credit.

Both transparency regimes lead to a data loss — either through strategic gaming or
hedging behavior — which can undermine the algorithm’s predictive accuracy and lead
to misallocations of credit. Consequently, the transparency regime significantly influences
welfare measures, including the lender’s profits, borrowers’ welfare, and overall social sur-
plus. The lender’s transparency choices maximize data collection, enhancing the algo-
rithm’s ability to ration credit effectively.” Credit misallocations increase with the data
loss and thus amplify with borrowers’ gaming ability under transparency (measured by the
fraction of privacy-concerned users) and their hedging motives under opacity (captured by
the lender’s bargaining power). Therefore, the model suggests that in competitive credit
markets where privacy concerns are intense, financial institutions should favor opaque algo-
rithms,; as hedging motives are limited while the likelihood of gaming is higher. Conversely,

9The potential benefits of personalized risk pricing are neglected. This effect is due to the lender’s risk
neutrality: detailed credit quality information reduces variance but does not impact the expected profits
the lender gains from creditworthy borrowers.



transparency should be the optimal choice for lenders in concentrated credit markets with
mild privacy concerns.

The lender’s transparency choices are socially inefficient and opacity can lead to wel-
fare improvements. Private and social preferences over credit inclusion differ as the lender
only partially internalizes the surplus generated by credit provision, resulting in excessive
rationing from a social perspective (even with complete information). When the misalign-
ment between the lender’s and planner’s preferences is moderate, data collection enhances
welfare by helping exclude strategic borrowers with negative surplus projects. Still, opacity
provides a social benefit that is only partially internalized by the lender: credit inclusion of
privacy-concerned yet credit-worthy borrowers. By suppressing the stigma typically associ-
ated with data withholding, opacity allows these borrowers to obtain credit and, therefore,
is socially efficient. When the misalignment of preferences over credit provision increases,
data collection starts to undermine welfare, as the borrowers that the lender seeks to ration
hold positive-surplus projects. In this scenario, the welfare-optimal regime minimizes data
extraction, making the lender’s choices entirely inefficient.

Contrary to common beliefs, algorithmic opacity can be desirable from a societal per-
spective. This insight challenges the prevailing views in the ongoing policy debate on
algorithmic transparency — e.g., the EU’s AI Act — by highlighting a social benefit of
opacity that regulators may have overlooked. By mitigating the stigma associated with
data withholding, algorithmic opacity can promote regulatory goals such as financial inclu-
sion. In contrast, algorithmic transparency regulations may unintentionally harm privacy-
concerned borrowers, undermining the privacy protections regulators seek to uphold (e.g.,
in the EU’s GDPR). The model points to allocative efficiency as a critical social objective
regulators should pursue alongside ethical and safety considerations.

Outline The remainder of the paper proceeds as follows. Section 2.2 discusses the related
literature. Section 2.3 describes the model. Section 2.4 derives the lender’s allocation rule.
Sections 2.5.1 and 2.5.2 present the data-sharing equilibrium under transparent and opaque
algorithms. Section 2.6 compares welfare across transparency regimes. Sections 2.7 and
2.8 discuss respectively empirical and policy implications. All the proofs are relegated to
Appendix A.

2.2 Related Literature

FinTech This paper connects to the literature on digital disruption in banking (see
Vives (2019) for a review). Studies show that alternative data can outperform traditional
metrics in predicting loan defaults (see Lyer et al. (2016), Bazarbash (2019), and Berg et al.
(2020)), and expand credit access to individuals without a credit history (see Agarwal et al.
(2019) and Gambacorta et al. (2022)). However, the ML methods that process these data
can produce unintended distributional effects by capturing structural relationships among
variables such as race, income, and gender (see Fuster et al. (2022)). I contribute to this
literature by identifying a new channel through which these statistical technologies affect
distribution and welfare: the transparency regime they adopt. While some studies have



theoretically explored the optimal design of these technologies (see, e.g., Huang (2023), or
He et al. (2024), or Blickle et al. (2024)), I examine whether they should be transparent
or opaque.

Voluntary Disclosure The paper is related to the extensive literature on voluntary
information disclosure. The classical “unraveling argument” put forward by Grossman
(1981) and Milgrom (1981) shows that, in equilibrium, a privately informed sender will
disclose all the available information to avoid the receiver’s averse equilibrium inference.
The subsequent literature tried to explain the commonly observed lack of disclosure by
introducing disclosure frictions.!? Disclosure frictions in my model resemble those in Dye
(1985) (uncertainty about evidence, or privacy cost in my model) and Bond and Zeng (2022)
(uncertainty about audience, or statistical technology in my model). My paper contributes
to the literature by comparing these frictions in the specific context of the credit market
and conducting a comprehensive welfare analysis. In Bond and Zeng (2022), hedging
behavior stems from the sender’s risk aversion. In my model, the sender is risk-neutral,
while risk-averse or risk-loving behaviors arise endogenously due to the specific market
context considered. Unlike Bond and Zeng (2022), T also explore the welfare implications
of hedging behavior.

Economics of Data and Privacy This work belongs to a growing literature on data,
privacy, and their implications for markets (see Acquisti et al. (2016) and Bergemann and
Bonatti (2019) for surveys). A portion of this literature explores the welfare impact of
data regulations granting customers rights over sharing personal data, such as the GDPR
and Open Banking initiatives. For instance, Ali et al. (2023) study price discrimination
under the GDPR, while He et al. (2023) study competition in the lending market under
Open Banking, both yielding contrasting results regarding consumer welfare. My work
complements these studies by highlighting how data regulation interacts with algorithm
transparency regulation, suggesting that regulators should assess both jointly.

Gaming and Opacity The paper is related to the machine learning, economics, and
finance literature studying the manipulation of transparent scoring systems.'' This lit-
erature typically considers types of data that can be distorted by agents at some cost.
In contrast, I consider data as hard information that can be shared or withheld but not
misreported. A common finding in this literature is that an optimal scoring rule should
underutilize data to deter manipulation. I show that opacity can emerge as an alternative
strategy to data under-utilization.

A different strand of the literature has studied the role of opacity in softening strategic

10T hese frictions include disclosure costs (Verrecchia (1983)), uncertainty about the evidence available
to the sender (Dye (1985) and Jung and Kwon (1988)), information processing costs (Fishman and Hagerty
(2003)), receiver’s outside information (Harbaugh and To (2020) and Quigley and Walther (2024)) and
uncertainty about audience’s preferences (Bond and Zeng (2022)).

HSee Hardt et al. (2016) for a classic paper in machine learning, Frankel and Kartik (2019), Frankel and
Kartik (2021), Bjorkegren and Knight (2021), Ball (2025), Perez-Richet and Skreta (2022), and Ekmekci
et al. (2022) for recent papers in economics, and Cohn et al. (2024) and Gamba and Hennessy (2024) for
recent finance applications.

10



agents’ gaming behavior in various contexts, including incentives schemes (Ederer et al.
(2018)), stress testing (Leitner and Williams (2023)), and algorithmic decision-making
(Wang et al. (2023) and Sun (2021)). The paper closest to mine is Sun (2021), which
examines efficient algorithmic disclosure in a competitive lending market where borrowers
can modify a binary feature at a cost. My paper is different in several aspects. First, I
include interest rates and show that data-driven pricing exacerbates borrowers’ gaming be-
havior. Second, I introduce the lender’s bargaining power, leading to new hedging behavior
in borrowers’ data provision and enabling an analysis of the lender-optimal transparency
regime. Third, I consider voluntary data-sharing, in line with current open banking regu-
lations. Finally, while Sun (2021) indicates that transparency harms the credit market, I
highlight its potential benefits in certain contexts, aligning with the current policy debate.

Economics of Algorithms A nascent literature in economics studies how to regulate
algorithmic decision-making when private and social objectives diverge (see Korinek and
Balwit (2022) for a study of incentives misalignments in Al). A common scenario involves
the algorithm aiming to maximize predictive accuracy, while the regulator seeks to balance
accuracy with fairness,'? typically by imposing restrictions on inputs or the prediction
function (see, e.g., Kleinberg et al. (2018), Carleton Athey et al. (2020), Rambachan et al.
(2021), Blattner et al. (2024), Liang et al. (2024)). My work contributes to this literature by
considering a scenario in which the regulator prioritizes both accuracy and credit inclusion,
placing a greater weight on the latter than the lender does. I consider the algorithm’s
transparency regime to be the only policy tool available to the regulator, in light of recent
regulation on algorithmic transparency.

2.3 The Model

Economy The economy is composed of a lender and a continuum of penniless borrowers
in need of cash to finance a project. All players are risk-neutral, and the borrowers are
protected by limited liability. Each borrower has a project that requires a unit of cash and
generates a return X € R with probability 6 € [0, 1] and generates nothing otherwise. The
projects’ probability of success is heterogeneous across borrowers and uniformly distributed,
0 ~ UJ[0,1]. T sometimes refer to 6 as the borrower’s credit quality and to 1 — 6 as the
borrower’s credit risk. If financed, the project generates a private benefit b € R, to the
borrower, regardless of whether the project succeeds. One can think of b as being cash
flows that cannot be pledged to the lender, for example, because of agency frictions, and
are thus non-contractible (see Holmstrom and Tirole (1997a)).

Assumption 2.1 (Positive NPV). E(6)X —1 > 0.
Assumption 1 posits that the pool of borrowers is, on average, creditworthy (even excluding

their private benefit, b). This implies that an uninformed lender finds it optimal to provide
credit. However, since the return in the case of success, X, is finite, the lender aims to

128ee Cowgill and Tucker (2020) for an economic perspective on algorithmic fairness.
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exclude from credit a subset of borrowers with high credit risk. This, in turn, implies that
information is valuable for the lender, as it allows for more effective borrower screening.

Data The borrower’s quality 6 is unknown to both the lender and the borrower at the
time of contracting and can be predicted using data z € [0, 1]. The data-generating process
(DGP) is an extension of the truth-or-noise information structure in Lewis and Sappington
(1994), allowing for a negative correlation between the signal z and the state 6. Specifically,
the DGP is such that

60  with pr. A
e with pr. 1=\

(2.1)

1 —60 with pr. ||
z = if A <0,

e with pr. 1— [}

where € ~ U0, 1] is independent of # and X\ € [—1, 1]. Data perfectly reveals the borrower’s
credit quality with probability |A| and is noise, unrelated to quality, with the residual
probability. Moreover, when A > 0 (resp., A < 0), data is positively (resp., negatively)
correlated with credit quality. Hence, || will be referred to as the predictive power of
data, while A\ will be referred to as the correlation between data and credit quality. The
predicted credit quality conditional on data z is a weighted average of signal and noise
with weights proportional to A (see the proof of Lemma 1 for details):

pa(z) =Xz + (1= X) 2 =E(9)z). (2.2)

Importantly, T assume that A ~ U[—1, 1] and the lender privately knows its realization. In
other words, the lender, having access to statistical technology, has superior knowledge of
the DGP and thus privately knows how to convert data into credit risk estimates. This, in
turn, implies that the lender is privately informed about the map from data to allocations
(see below). Note also that knowing a data realization z, without knowing the actual credit
quality #, does not convey any information about A to the borrower, as the unconditional
distribution of z is independent of A.

Data Sharing To capture current policies mandating consumers and borrowers control
over their data,'® the data realization z is assumed to be private information of the borrower
unless disclosed to the lender. Specifically, knowing z, the borrower chooses a message m €
{2, z}, where m = z means sharing data with the lender, while m = @ means withholding
data (as in He et al. (2023) or Ali et al. (2023) and following the voluntary disclosure
literature, e.g. Milgrom (1981), Grossman (1981)). The binary nature of the data-sharing
technology captures the fact that data is hard information: it can be transferred or withheld

13Such policies include European Union’s General Data Protection Regulation (GDPR) and Payment
Service Directives (PSD, PSD2), California’s Consumer Privacy Act (CCPA), China’s Personal Information
Protection Law (PIPL), and other globally adopted Open Banking Initiatives.
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but not modified or manipulated.”* Building on Dye (1985) and Jung and Kwon (1988), a
fraction € (0, 1) of borrowers is assumed to withhold data for privacy-related reasons, ¢
and the lender cannot distinguish privacy-concerned from strategic borrowers.!”

Credit Allocation Given the knowledge of the DGP, i.e. A, and the borrower’s disclo-
sure decision m € {z, @}, the lender estimates the borrower’s credit quality py(m). Given
this estimate, the lender decides whether to provide credit or not, and conditional on pro-
viding credit, the lender also requires an interest rate from the borrower. Let ¢ € {0,1}
denote the credit rationing decision, with ¢ = 1 denoting credit provision, and x € R de-
note the gross interest payment. To capture the automated nature of credit underwriting,
the credit allocation process is rule-based and data-driven.

Definition 2.1 (Algorithm). A credit allocation algorithm is ax(m) = ({x(m), z\(m))

me{z,2}’
where
¢ 1-¢
xx(m) = argmax [,U,/\(?’n) x — 1} [/L)\(m) (X - T)i| :
z€R

(2.3)
(m) = ]l{/ub,\(m)x,\(m) 1> o},
where ¢ € (0,1) is the lender’s bargaining power.
Akin to Nash bargaining, the interest rate x is set to maximize the Nash product in
the first line of Equation (2.3), a weighted geometric average of the lender’s and borrower’s

contractible surplus with weights proportional to their bargaining power, ¢ and (1 — ¢),
respectively.'® Moreover, the algorithm provides credit only if the lender’s participation

14This assumption differentiates this paper from previous studies (see Section 2, Gaming and Opacity),
where data can be manipulated at some cost, and is more in line with current Open Banking initiatives
where information is usually stored in a relationship bank (Sharpe (1990) and Rajan (1992)), and can be
transferred to a competitor at the customer’s will, through an API, at no monetary cost. Similarly, the
GDPR empowers individuals to choose whether to share their cookies or digital footprints with an online
firm (possibly a lender) or to keep them private.

15 Alternatively, these agents can be thought of withholding information for other non-strategic reasons:
lacking a credit history, being unbanked, technology-averse, or not possessing a device. Studies show that
agents’ unwillingness to share information online depends on cultural factors (attitudes towards privacy,
trust in institutions), demographic factors (age, education level, income level), comfort with technology,
user experience (ease of sharing data), trust in the lender/firm (reputation, credibility, brand recognition),
types of data shared (breadth, depth, sensitivity), etc. See, e.g., Acquisti et al. (2016) for a general
discussion and Morey et al. (2015) for a survey.

161in (2022) empirically separate two components of consumers’ privacy preferences: an intrinsic com-
ponent (an exogenous taste for privacy, i.e., privacy concerns strictly speaking) and an instrumental com-
ponent (an endogenous economic loss from revealing private information, i.e., strategic concerns). Goldfarb
and Tucker (2012) show that intrinsic privacy concerns in digital markets have increased in recent years.

1"0One way of microfounding this is by assuming that borrowers are privately informed about their
disclosure cost, ¢ € {0, 00}, while the lender believes that Pr(c = co) = 7. The main insight of the paper
extends to the case where c is finite.

18This axiomatic (or cooperative) solution has a strategic microfoundation under symmetric informa-
tion, as it coincides with the sequential equilibrium of a (non-cooperative) bargaining game with alternating
offers (see Rubinstein (1985) and Binmore (1987)). I abstract from the specific microfoundations of bar-
gaining to focus on the central research question of the paper: how algorithmic transparency impacts data
sharing.
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constraint at that interest rate is satisfied.!” The parameter ¢ can be interpreted as
reflecting the lender’s market power,?’ arising from a more concentrated or segmented
market structure.?! Note that the borrower’s private benefit b does not enter the Nash
product, as these cash flows cannot be pledged to the lender and are thus not contractible.

I refer to a = (¢, z) as a credit allocation algorithm as it maps data (or the lack of it) to
allocations and is tailored to the specific DGP (described by A). Hence, A can be broadly
interpreted as a parameter that governs the lender’s algorithm and is privately known to
the lender.

Algorithmic Transparency and Opacity In line with the Bayesian persuasion litera-
ture (see, e.g., Kamenica and Gentzkow (2011), Bergemann and Morris (2019), or Dworczak
and Martini (2019)), the lender commits to a disclosure policy about the parameters that
govern the allocation algorithm. Specifically, before learning A, the lender commits to
reveal it or to conceal it.??

Definition 2.2 (Transparency and Opacity). The lender’s algorithm ay(m) is:
e transparent, if A is public information,
e opaque, if \ is the lender’s private information.

Payoffs When the borrower’s probability of success is 6 and the lender employs an algo-
rithm a, the lender’s and the borrower’s payoffs are, respectively:

va@):e@LX—x)+4, o

Y

v%awzfpx—q

9T implicitly assume that when the lender makes nil profits, she does not provide credit. This assump-
tion allows me to conveniently write the no disclosure set (analyzed in Section 5) as a closed set, thus
improving readability. The assumption is otherwise inconsequential.

20More broadly, ¢ can also encompass other factors, independent of credit risk, that influence the
lender’s ability to charge higher interest rates, such as macroeconomic conditions (e.g., tight monetary
policy) and regulations (e.g., looser capital requirements or consumer protection laws).

21As ¢ — 1 the market structure approaches a monopoly, while as ¢ — 0 it approaches perfect competi-
tion. This reduced-form approach to competition enables a focus on the effects of algorithmic disclosure on
borrowers’ data-sharing decisions while abstracting from its potential strategic implications within firms.
Moreover, modeling imperfect competition in the credit market with endogenous information acquisition
is challenging, and the literature often focuses on simple algorithms with binary signal realizations (see,
e.g., Broecker (1990)), with few exceptions (such as Blickle et al. (2024)). The reduced-form approach
facilitates the study of more complex algorithms, aligning with advancements in ML technologies.

22The Bayesian persuasion literature typically studies optimal disclosure among the set of all the possible
disclosure policies (i.e., state-contingent distributions over signal realizations). Here, I focus on a fully
revealing and a fully concealing policy, in line with the ongoing debate regarding algorithmic transparency
and opacity. It can be shown that among symmetric monotone disclosure policies (i.e., symmetric convex
partitions of the state space [—1,1]) it is without loss to restrict attention to policies that fully reveal
extreme values A € [—1,—A°) U (A°,1] and pool intermediate ones A € [-A°, \°] for some 0 < A° < 1. I
study the cases A\° € {0, 1}, deferring a formal treatment of general disclosure policies to future work.
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while the social surplus (or the egalitarian social welfare) is:

W(0,a) = ¢ [QX 1+ b} . (2.5)

Timing and Equilibrium Concept The timing of the game is as follows:

t = 0 the lender commits to transparency or opacity, i.e., to reveal or conceal A;

t =1 (A, 0,z) realizes, A is observed by the lender (resp., everyone) under opacity (resp.
transparency), z is observed by the borrower;

t = 2 the borrower shares or withholds data, i.e. he chooses m(z) € {z,o};

t =3 the lender allocates credit according to ax(m) = (£x(m), x,\(m))me{z oy

t = 4 if the project is financed, the project’s returns are realized.
The equilibrium concept is Perfect Bayesian Equilibrium.

Discussion of Model Assumptions A few comments about the model are in order.

e Positive NPV The lender extends credit based on prior beliefs, reflecting the com-
mon practice of incorporating alternative data sources in a secondary round of the
screening process (see, e.g., Nam (2024)), a practice referred to as multistage screen-
ing. Typically, borrowers who initially qualify for credit by submitting compulsory
traditional metrics - such as credit scores and financial history - are then given the
option to share additional information - such as payment data, social media activity,
utility payments, or online behavior. This voluntary sharing can potentially enhance
or im<ns1:XMLFault xmlns:ns1="http://cxf.apache.org/bindings/xformat"><ns1:faultstring xmlns:ns1="http://cxf.apache.org/bindings/xformat">java.lang.OutOfMemoryError: Java heap space</ns1:faultstring></ns1:XMLFault>